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Problem Overview

• Given two adjacent frames we want to predict an 
optical flow field for those two frames.



Motivation

• Prior techniques for modeling low-level pixel correlations 
have not been very effective.

“FlowNet: Learning Optical Flow with Convolutional Networks,” ICCV 2015
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Feature Extractor
• The feature encoder consists of 6 residual blocks, 2 at 

1/2 resolution, 2 at 1/4 resolution, and 2 at 1/8 
resolution. 

• The context network extracts features only from the first 
input image. 

• The architecture of the context network is identical to 
the feature extraction network.



Correlation Operator

• Visual similarity is computed by constructing a full 
correlation volume between all pairs of pixels. 

• The correlation volume is formed by taking the dot 
product between all pairs of feature vectors.



Correlation Pyramid

• A 4-layer correlation pyramid {C1 , C2 , C3 , C4} is 
formed by pooling the last two dimensions of the 
correlation volume (with kernel sizes 1, 2, 4, and 8).



Correlation Lookup

• Given a current estimate of optical flow (f_1, f_2), each 
pixel x = (u,v) in Image1 is mapped to its estimated 
correspondence x’ in Image2. 

• For each pixel x’ we then form a local grid as the set of 
integer offsets which are within a radius of r units of x’.



• The lookups are performed on all levels of the pyramid. 

• The values from each level are then concatenated into 
a single feature map.

Iterative Updates



• The update operator estimates a sequence of flow 
estimates {f1, ...,fN } from an initial starting point f0 = 0. 

• With each iteration, it produces an update direction ∆f 
which is applied to the current flow estimate. 

•

Iterative Updates



• A core component of the update operator is a gated 
activation unit based on the GRU cell. 

• The update operator takes flow, correlation, context, 
and a latent hidden state as input, and outputs the 
update ∆f and an updated hidden state.

Iterative Updates



• L1 distance between the predicted and ground truth 
flow over the full sequence of predictions, {f1, ...,fN }, 
with exponentially increasing weights.

Loss Function
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Ablation Studies

• RAFT is more efficient in terms of parameter count, 
inference time, and training iterations compared to prior 
SotA approaches.



Contributions

• Novel architecture for optical flow prediction. 

• Achieves state-of-the-art results. 

• Higher efficiency compared to prior approaches. 

• Very extensive ablation studies.
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Discussion Questions

• Is this paper worth the best paper award? 

• Is it necessary to compute correlations for every single 
pairs of pixels? 

• Does this approach work for higher-resolution images/
videos?


