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Prior Work

• Prior video models operate on short clips spanning only 
∼4 seconds. 



Kinetics Dataset

• ~240K YouTube videos manually annotated with 400 human 
action classes. 

• The clips last from ~5-10s.

Cartwheeling Braiding Hair



Long-term Video Recognition

• To understand complex human actions, we need models that 
can reason about minute-long or hour-long videos. 

Making Scrambled Eggs



Problem Overview

• Without observing longer-term context, action 
recognition can be difficult.
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Proposed Solution

• The authors propose a long-term feature bank scheme, 
which provides long-term temporal information to the 
model.



Spatiotemporal Action Localization

• We want to detect every person in a given video frame, 
and then recognize their actions. 

• Each person might be performing several actions 
simultaneously.



Faster R-CNN

• A frame-level detector (i.e., Faster R-CNN) is applied 
on every frame in the video to detect people. 

• This generates a set of bounding boxes for each 
frame.



RoI Pooling
• The goal of RoI pooling is to extract features from an 

activation map given a region. 

• We would then reduce the new feature map to a fixed 
size tensor for the downstream layers to process.



Combining Faster R-CNN with 3D CNNs

• In parallel to Faster R-CNN, the authors also run a 
standard clip-based 3D CNN (i.e., I3D). 

• RoI pooling is used to extract features for all person 
detections at each time-step processed by the 3D CNN.
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This scheme only captures short-range spatiotemporal information.
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Long-Term Feature Banks

• The vanilla 3D CNN is extended with a long-term 
feature bank and a feature bank operator (FBO). 

• The feature bank operator computes interactions 
between the short-term and long-term features. 

.This enables integrating information over a long temporal support.



Feature Bank Operator

• The feature bank operator accepts inputs S_t and L_t. 

• S_t is the short-term RoI pooled feature of 
dimensionality N_t x d. 

• L_t is the long-term feature centered at the current clip 
at t within ‘window’ size 2w + 1, which is stacked into a 
N x d matrix.



Modified Non-Local Block

• The standard self-attention is replaced 
with attention between local features 
and global features. 

• Short-term features S_t attend to long-
term features feature window L_t. 

• The attended information is added back 
to S_t via a shortcut connection.  

• A few of these blocks are stacked on 
top of each other.



AVA Dataset
• 235 training videos and 64 validation videos. 

• Each video is a 15 minute segment taken from a movie. 

• One bounding box around each person in the frame with a 
multi-label annotation of which actions the person in the 
box is engaged in. 

• The action label space is defined as 80 ‘atomic’ actions.



The impact of increasing temporal support on models both 
with and without LFB.

Results on AVA



Results on AVA

Comparison among different FBO function designs.
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Comparison to state-of-the-art.



Qualitative Results on AVA



Results on EPIC-Kitchens
• EPIC-Kitchens consists of egocentric videos, which 

record people cooking. 

• 39,594 segments from 432 videos are each annotated 
with one verb (e.g., ‘squeeze’) and one noun (e.g., 
‘lemon’). 

• The task is to predict the verb, noun, and the 
combination in each segment.



Comparison to state-of-the-art.

Results on EPIC-Kitchens



Results on Charades

• Comparison to state-of-the-art.



Importance of Temporal Support

• Relative improvement of LFB models with different 
window sizes over vanilla 3D CNN



Contributions

• Highlights an unexplored but important problem in the 
video modeling domain. 

• A simple and effective way for aggregating long-range 
temporal context. 

• Strong performance on three different datasets. 

• Good ablation studies.
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Discussion Questions

• What’s main technical downside of the proposed LFB 
approach? How do we address it? 

• AVA actions are designed to be ‘atomic’ i.e., localized 
within ±0.5 seconds. Why does the LFB model work so 
effectively then? 

• How do we move forward with long-term video modeling, 
i.e., how to model 1-2 hours of continuous video?


