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• Can we use motion as a supervisory signal for visual 
representation learning in static images?

Problem Overview



Motivation

• Humans rely on motion cues to see better.



Approach Overview

• The proposed framework consists of four high-level steps.
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• Given a pair of frames A and B, optical flow predicts a 
motion field for every single pixel in frame A with respect 
to frame B.
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• Motion cues (e.g., optical flow) often provide useful cues 
for segmenting / recognizing moving objects.

Optical Flow



Unsupervised Motion Segmentation

• Motion segmentation often fails on videos in the wild. 
• Thus, the authors discard badly segmented frames.



• The authors use YFCC100m videos to obtain pseudo ground 
truth segmentation masks. 

• After pruning, they end up with 1.6M video frames.

YFCC100M Videos



• The main idea is to use motion-
guided segmentations as pseudo 
ground truth to train a CNN. 

• The authors use a standard 
AlexNet architecture. 

• The model is trained with a binary 
cross-entropy loss function.

Training a Segmentation CNN



• To handle the noise the authors use aggressive thresholding 
to create pseudo ground truth segmentation masks.

Learning from Noisy Labels

Input Pseudo GT CNN Preds
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• CNNs are able to learn well even from noisy and often 
incorrect pseudo ground truth.

Learning from Noisy Labels

Pseudo GT



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection
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Transfer to Object Detection

The proposed approach performs on par or better than prior SSL methods.



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection

Stable performance as more layers are frozen



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection

The gains don’t come from using YFCC100M data for pretraining.



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection

Still a large gap compared to a supervised ImageNet baseline.



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection

Using ground truth segmentations from COCO yields somewhat better results.



• The results are evaluated on Pascal VOC using mAP metric.

Transfer to Object Detection

ImageNet pretraining is better than supervised COCO segmentation pretraining.



• Using a larger number of frames for pretraining leads to 
better results.

Using More Pretraining Data



• Motion can be used to construct a supervisory signal 
without using manual annotations. 

• ConvNets can learn to extract signal from large amounts 
of noisy data. 

• The proposed approach outperforms prior SSL methods 
but is still far behind the fully supervised baseline.

Summary



• Would the proposed approach match the fully supervised 
Imagenet baseline with more pretraining data?

Discussion Questions



• Would the proposed approach match the fully supervised 
Imagenet baseline with more pretraining data? 

• Why does using manually annotated COCO 
segmentations yields worse results than the Imagenet 
baseline?

Discussion Questions


